Easily setting up and running large scale systems

"In our research, we are looking for the smallest
particles in the universe… With SWITCHengines
we can set up a 1000 CPU HPC cluster within a
day, which is very fast. Since we started using this
service there has been no downtime."
– Sigve Haug, University of Berne

Sigve Haug, Coordinator Faculty Science IT Support /
Lecturer, Institute of Mathematics, University of Berne

My research

My solutions

In our research, we are looking for the smallest particles in the
universe and therefore we need the best microscopes in the world.
Currently, the best microscope is the Large Hadron Collider
(LHC) with which our research community found the so-called
Higgs particle in 2012 at CERN in Geneva. The detectors at this
collider produce many petabytes of data per year; in addition we
simulate numerous petabytes of data. To process and analyze all
data we use HPC clusters and storage all over the world. Our research continues and the LHC will run for another 15-20 years.

To deal with this vast amount of collected data we have decided to
work also with cloud resources like SWITCHengines. With
SWITCHengines we can set up a 1000 core cluster within a day,
which is very fast. To start the cluster we use «Elasticluster» from
University of Zurich, which deploys SLURM a much used workload/batch management system at HPC clusters. We finally connect to the worldwide computing network of the LHC via
SWITCHlan, the Swiss academic research network. Doing all this
in one day is a huge improvement in operational cost from the perspective of a researcher.
We have been running our HPC cluster on SWITCHengines for
more than a year now and it has been remarkably stable – since we
started using this service there has been no downtime. This is extraordinary compared to regular HPC clusters with downtime for
maintenance. I can highly recommend SWITCHengines – not only for longterm projects but also for projects that run for a limited
period of time.

My challenges
Our need for computing power is continually growing. About 50%
of our computing tasks are massive computational simulations.
This requires many CPUs or computing cores, each with 2-4 GB of
RAM. These computations are independent, as is the particle collisions that it simulates and analyzes. What we need are many cores
and a stable 24/7/365 resource. As it always took us several months
for designing, procuring, installing and commissioning our own
hardware, we had to look for new and more efficient solutions.

Further information:
swit.ch/engines
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